CS 426 Final of Florida
PROCESS SCHEDULING
1) Which of these schedulers is subject to starvation?  Circle all that apply.


Shortest Job Next with Preemption

Round Robin


First Come First Serve




2) What is aging?

3) Name two things that might make a process lose it's time slice.

4) What is the vocabulary word that means you are changing from running one process to running a different one?  (Hint: I don’t want an essay, just the name of the thing.)

6) Beyond the time delay, what does a process notice when it loses the scheduler takes the CPU and then later gives it back?
   a) The CPU registers have changed.                            b) The stack has changed.
   c) The memory for this process has changed.             d) None of these

DISKS
1) In determining which disk block to access next, we almost never use the algorithm "shortest seek time next".  Name a disadvantage of shortest seek time next.

     Impossible to compute shortest seek times

     Super slow to compute which seek is slowest

     It’s not fair to blocks in the middle of the disk

     Subject to starvation

2) For solid state drives, what causes wear (pick the best answer)

    Reading the drive

    Writing the drive

    Both about equally

3) Name any advantage of spinning metal drives over solid state drives beyond that solid state drives experience wear.

4) Using RAID 5 with 6 drives, how many can I lose and still keep every file exactly right?

THREADS
1) (Yes/No)If one thread opens a file, can a second thread use the opened file descriptor.  

2) (Yes/No) When switching from one thread to another thread of the same process, must the memory map also change?

3) Thread #1 is reading a global data structure.  Meanwhile Thread #2 is writing to the same data structure.  Who must lock?

   Thread #1                  Thread #2                    Both                   Neither

4) What will this code print?

	int a = 1;
main() {
   void thing() {
        sleep(10000);
       a = 2;
 }
int main () {
  std::thread th1(thing);
  cout << a << endl;
}


FILE SYSTEMS
1) Suppose that in a VFAT file system, we erase some particular file's first VFAT entry but leave all the rest. Which parts of the file's data can we access?

2) Suppose that in a EXT2 file system, we erase some file's pointer to the first data block but leave all the rest.  Which parts of the file's data can we access?

3 and 4) Suppose that two directory entries in EXT2 both point at the same inode.  Must they have the same filename?  (Yes/No)  Must both files have the permissions?  (Yes/No)

5) The thumb drives you buy at Walmart are more likely to be formatted

                            in VFAT                in EXT2

6) Using open close consistency, what does the file contain when these two programs are done?
     Open the file
     Write “Fred” to the file
                                                             Open the file
                                                             Write “Wilma” to the file
                                                              Close the file
     Close the file
MEMORY
1) My OS uses a normal one-level paging scheme, with 32 bit addresses and 4K pages. If a process requests 17K of RAM and the highest address is 100,000, how many total entries in it's page table?

2) Pages are 4K in size (4096).  Given the page table below, what is the physical address of  virtual address 10,000?

	Frame #
	Valid bit

	3
	Valid

	1
	Invalid

	2
	Valid

	5
	Valid

	6
	Valid

	10
	Invalid

	11
	Valid


3) It takes more hardware to implement pages than segments, yet most computers use pages to implement virtual memory instead of segments.  Why?  Name a way that paging is better than segmenting.

4) I have a program that has 100K of executable code, and needs 50K to store data.  I want to run 10 copies of this program on an operating system using virtual memory, like Linux or Windows.  I'd like everything to fit into RAM, with no swapping or paging.  How much RAM do I need?

6) Assume we have demand-paged memory.  It takes 8 ms to service a page fault if an empty frame is available, or 20 ms if the replacement page must be written to the disk.  Assume the page to be replaced is modified 70% of the time.  What is the average time to service a page fault?  (Hint:  Do math)
MISC
1) Which best describes a modern super large supercomputer
   a) a few of the very fastest CPUs
   b) thousands of the very fastest CPUs
   c) millions of rather normal CPUs
2) Assume we’re talking about a big mainframe. Which of the following instructions should only run in privileged mode (monitor mode, superuser mode, etc.)?  Circle all that apply.
 a) Change the interrupt table.                                b) Disable interrupts.
 c) Change the memory map page table.                d) Change the spark plugs.
 e) Power down the machine.

3) What was the coolest, neatest, most interesting algorithm we talked about in class?
