Threads


1) (Yes/No) There are two threads in the same process.  Both are currently running the same method.  If one changes a local variable, will the other see the change?

2) (Left/Right/Both/Neither)Consider the code below.  Both run at the same time.  ‘a’ is a globally shared variable.  Which needs to lock?

void fourTimes() {                     void display()  {
    a = a*2;                                       cout << a << endl;
    a = a*2;                                  }
 }                                                


3) (Yes/No) I have two threads that run at the same time.  Is there any possibility of deadlock?
       void thread1() {                  void thread2() { 
          get_lock_a();                          get_lock_a();   
          get_lock_b();                          get_lock_b();
          unlock_a();                             unlock_b();
          unlock_b();                             unlock_a();
      }                                          }

4) (Yes/No) I make the rule that no process can hold more than two locks at any one time.  Does this eliminate deadlocks?

5) My computer has 4 core.  I spawn 10 threads
    It’s bad.  Something starves or locks up or something bad
    It’s OK.

6) This code compiles.  I run it.  It prints the wrong answer!  What’s wrong with my code?
Hint: It’s kinda obvious.
	complicatedMathThing one = new complicatedMathThing();
	one.start();
	complicatedMathThing two = new complicatedMathThing();
	two.start();
 	int answer = one.ans + two.ans;
	System.out.println(“The answer is “ + answer);
                
Scheduling

1) Give one reason why might a process enter the ready queue?  (Hint:  There are many possible answers.)



2) (Yes/No) There are 12 processes (5 trapped in infinite loops) and 4 CPU cores.  I use round robin scheduling.  Will any process starve?

3) I am a high priority process.  My OS uses priority scheduling.  I’ve been waiting for a long time for a device I need.  That device is held by a low priority process that cannot get any CPU time.  What’s the name of the strategy that fixes this OR describe the strategy.



4) (Yes/No)I am a high priority process.  My OS uses priority scheduling.  I’ve been waiting for a long time for a device I need.  That device is held by a low priority process that cannot get any CPU time.  Is starvation possible?

5) (Yes/No) My scheduler works like this:  It always runs the highest priority process.  When an even higher priority process comes along, the old one is paused and the new one runs.  Is this a preemptive scheduler?

6) What is aging? (12 words or less)





7) How long does a context switch typically take?
          A few machine instructions
          A few hundred machine instructions
          A few milliseconds
          A few seconds
 

	Process #
	Arrival Time
	Amount of CPU needed
	Priority
	Deadline

	1
	1
	10
	4
	13

	2
	1.9
	5
	2
	9

	3
	6.9
	2
	0
	11

	4
	20
	836
	12
	1063



8)  Using the data above and assuming round robin scheduling, what process is running at time 6?  For round robin, assume that a newly arriving processes is placed at the back of the queue, and therefore does not run next.  The timeslice is 1 clock tick.


9) On my laptop right now, how many processes are in the Run Queue?
      About Zero            About One             A Few            More than Ten

Memory
1) Describe a significant advantage of paging over the use of segments.



2)  Describe a significant advantage of segments over the use of paging.


3) Suppose a cpu uses segmenting, with the base register set to 50,000 and a limit register set to 500,000.   A process accesses virtual address 100,000.  What is the corresponding physical address?


4) LRU caching has a common worst case.  What is it?


            
	Frame #  
	Read/Only  
	   Valid
	Dirty
	Accessed

	3
	Read Only
	Y
	N
	Y

	2
	Read and Write
	N
	N
	N

	1
	Read Only
	Y
	N
	Y

	7
	Read Only
	Y
	N
	N

	4
	Read and Write
	Y
	Y
	Y



5) Using the page table above, what is the physical translation of virtual address 3500?     Page Size = 1024





6) Using the page table above, how much on the chips currently, in memory at this moment RAM is this thread using?

7) (Probably / Probably Not) Using the page table above, might frame #4 holding executable code?

8) My cache can hold three items.  I’m using LRU.  I have accessed 1,2,3,2,1,2,5,2,  What’s in my cache when I’m done?



9) I’m running three copies of prover9.  Not one process with three threads, but three processes.  There is NO copy-on-write.  The code is 1M, the local variables are 10M, and the global variables are 100M.  How much RAM is needed to hold everything?




10) (Yes/No) My process is a normal process, and uses pointers.  It gets swapped out to the hard drive, and then brought back into RAM in a different physical location.  Do the pointers still work?

11) (Virtual/Physical) The code below, what kind of address stored in the pointer?
   int main() {
         char *ptr = (char *)1234567;
         cout << *ptr;
   }

Misc

1) I have a pair of RAID drives mirroring each other.  Pick one:
    Read and writing are about the same speed.
    Reading lots of data is faster than writing
    Writing lots of data is faster than reading

2) When using First Come First Serve disk request scheduling for a solid state drive …
    Performance is lower than shortest seek next
    Some process might suffer starvation (none of it’s disk requests ever happen)
    It’s not fair
    It works fine

3) I have a RAID 5 array with 6 disks.  Each disk holds 2TB.  How much useful data can I store on the array?


4) What is the predominate wear operation(s) of a solid state drive?
     Reading            Writing                  Both       

4b) What’s your favorite TV show?
